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The importance of abstraction appears central especially when considering the complexity of modeling very large and 

only partly understood systems. This paper presents a generic framework for the modeling and the management of 

uncertainty in intelligent systems, termed the Uncertainty Dependency Network. A generalized conceptual network is 

defined as a finite, directed bipartite hypergraph which describes conceptual relations between objects and concepts of the 

domain and abstracts most common knowledge representations as well as the system states. The UDN is then defined as 

an instance of a system state where the attributes correspond to some measure of belief. A suitable tool for the ma-

nagement of uncertainty can be simply obtained through the selection of an appropriate uncertainty representation, 

inference and control mechanisms. 

In the second part, knowledge-based, method-based, and skill-based planning subsystems are introduced as the funda-

mental layers of a general architecture for intelligent systems, yielding respectively the management, engineering and 

control approaches for handling uncertainty. Practical experiments on the usage of the UDN with probabilistic uncer-

tainty representation applied to the context of robotic manipulation for assembly tasks are then described. Lastly, a 

fuzzy-neural implementation of the Uncertainty Dependency Network with possibilistic uncertainty representation is 

proposed, which addresses specifically the issue of computational effectiveness. 

Introduction 

Modeling is abstraction. Thus for any intelligent system- that is, any system capable of taking .the appropriate action 

under unpredictable conditions - which cannot but decide its actions according to the sole perception it has of the world, 

the importance of abstraction appears central, and even more so when considering the difficulty of modeling very large 

and only partly understood real world systems. As the process of abstraction inevitably involves a reduction in model 
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components and interactions as well as a reduction in the behavioural complexity of the model, the question arises as to 

how accurately the system will be able to perform. 

This paper is therefore organized around the two fundamental, interdependent ideas of abstraction and uncertainty. In the 

frrst part, we present a generic framework for the modeling of systems and focus on its usage in the representation of 

uncertain information and the dependencies which influence its manipulation, introducing the Uncertainty Dependency 

Network. We provide next a concise but comprehensive review of the existing approaches to approximate reasoning that 

can be used concretely within the UDN framework so as to make it a suitable tool for the management of uncertainty. 

In the second part, we address the application of the framework to intelligent robotic systems and describe some expe-

riments on the usage of the UDN with a specific (probabilistic) uncertainty representation, in that case for planning 

assembly tasks. Lastly, we propose a fuzzy-neural implementation of the Uncertainty Dependency Network with 

possibilistic uncertainty representation, which addresses specifically the issue of computational effectiveness. 

In more than ten years of work closely related to the design and development of intelligent robotic systems, we have 

consistently observed an important gap between advanced robotic research and robotics as applied in the real world. This 

is because the former has developed high-level task and motion planning systems which the later can seldom use 

reliably, because the assumption that a robotic system can perform well defined actions in an exact world does not hold 

when it comes to operating in a real, complex environment. However, as the field of Artificial Intelligence matures, 

work has come to focus on the necessities of the real world and address in particular the problem of the representation 

and manipulation of uncertain information. Thus, for instance, planners that long ago used to manipulate abstract 

objects in an idealized, closed environment- e.g. STRIPS [1] - are now progressively endowed with the ability to deal 

with partially unknown, incompletely controlled environment, where actions may have non-deterministic or even 

context-dependent effects. There are many places where uncertainty appears as a problem and, accordingly, many 

approaches have emerged to handle it at either planning or execution time. Thus the motivation to have a unifying, 

abstract framework is to enable us to characterize systems and planning approaches from a unique point of view, 

nevertheless maintaining a clear separation between generic models and methods on the one hand and dedicated, concrete 

implementations on the other. 

Although the issue of handling uncertainty originated with the need to use expert systems in domains where knowledge 

was either incomplete or unreliable, it has long since been generalized and appears - not surprisingly - in almost all the 

application areas of intelligent systems. The essence of information processing lies in the deterministic transformation 

of a piece of information into another so as to suit a particular purpose; that is, formally, the fact that a process P 

applied to some information Iin yields reliably another lout, as schematically described by Eq-1. 

p 

[in Hlout (Eq-1) 
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A system which can handle uncertainty must be such that Eq-1 still holds when Iin is only partially known or accurate 

and P isn't totally reliable; in other words, it must be possible still to derive deterministically some (partial) infor

mation lout . The relation Eq-1 can be seen as an abstract formalization of the generalized modus ponens, where I in and 

lout are logical propositions and P is an implication. The gmp itself is an extension of a fundamental rule of classical 

logic, the modus ponens, designed precisely for the above-mentioned expert systems to handle approximate knowledge. 

As for intelligent robotic systems, a motion planner for instance may define Iin and lout as object positions and P as an 

action, while a vision system may define Iin and lout as image data and object model, respectively, and P as the pattern 

recognition and object identification process. 

The first part hereafter presents the central, unifying framework we developed as a formal model of the approximate 

reasoning problem. The second part addresses the application of the framework to intelligent robotics. 

1. A Generic Framework for the Management of Uncertainty 

1.1 Concepts, Models and Representations 

On Modelling 

Models are needed to represent the knowledge a system uses to reason about and achieve complex goals. Modeling is 

first of all a process of abstraction, whereby we reorganize information in order to cope with its complexity, the act of 

focusing upon essential characteristics (that distinguish a concept from others, thus provide crisply-defined conceptual 

boundaries) and ignoring details so that we can perceive commonalities. Thus models, representations and implemen

tations, as defined hereafter, are no more than different levels of knowledge description, that of some non-trivial object 

or concept, designed to match as well as possible the actual manifestation of the object or concept. 

Then, it is worth noticing that all the concepts of classical physics - and therefore all entities and laws in the real world 

-are qualitative in nature. The fact that they have been embedded in a complex framework of mathematical equations 

shouldn't make us oblivious of the abstract properties of qualitative models, such as their ability to yield behavioural 

descriptions. It is not that we advocate particularly qualitative models over quantitative ones, but simply that abstraction 

is, in essence, qualitative. At the same time, qualitative models present the advantage of functioning implicitly with 

incomplete models and/or uncertain data, which makes them suitable for approximate reasoning. 

In the following, we develop an abstract view of modeling, expanded from the one originally proposed by Brown [2] and 

influenced by subsequent works, as mentioned below. The various components of this modeling framework are defined 

as generic as possible, so as to be applicable to all kinds of intelligent systems. 

Concepts and Objects 
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What we need to model, relatively to a problem domain, are entities from the real world, m e Q, which we distinguish 

as either objects or concepts (substantial versus insubstantial). 

An object 1f1 is a physical entity that is present in the world (or universe of discourse) Q. Objects can be individual 

items or system components, and can be decomposed into other objects, down to the primitives (or atomic objects) 

which form the elemental basis for a model. A concept X is an abstract entity that expresses a fundamental relationship 

between entities of the world .Q. Concepts include structural relationships, such as hierarchy and decomposition (e.g. of 

the overall system into subsystems), classes and inheritance, functional relationships, such as situations (that relate 

objects), and behavioral relationships, such as actions and events (that operate on objects). Concepts can be defined in 

terms of other concepts as well, such as durations, conditions (e.g. initial and final, landmarks), and constraints (e.g. 

that indicate relations of causality, succession, etc.). 

A system can then be completely described in terms of the associations between objects and concepts, or conceptual 

relations. Both objects and concepts are described by (abstract) properties, or attributes, which can be instanciated into 

(concrete) values- for instance, for a robot, configurations and Cartesian coordinates. These attributes and values cons

titute eventually the interpretation an intelligent system has of the world. 

Thus, in this (object-oriented) approach, the world is viewed as a complex system with interacting components where 

function and structure are separately modeled- in the fashion of (reductionist) device-centered ontologies [3]. In addition, 

concepts and conceptual relations allow to model physical situations and the causal changes that are due directly either to 

actions and events or indirectly to the propagation of their effects through functional dependencies - in the fashion of 

process-centered ontologies [4]. They also yield qualitative models- in the fashion of constraint-based approaches [5] -

where the components in the framework are only state variables and the connections are the constraints that bind them. 

Models 

A model 1.1. is an abstract entity that captures the relevant aspects of the class of objects for which a description and 

subsequently a representation are desired. The mode ling space M is the set of all the models relevant to one system. 

Models can be broadly classified into intrinsic and extrinsic models, that describe entities independently of and relatively 

to others, respectively. Examples of intrinsic models includeftmctional models, which describe what the objects are in 

terms of the required problem solving functionality of the system, structural models, which define the representations to 

use (the "data"), and behavioural models, which describe how the objects behave and define the methods to implement 

their functionality. All extrinsic models are by definition relational models, which describe how the objects are 

interconnected in terms of the physical relations that affect their behaviour (but not all relational models are extrinsic, 

since they may describe a composite object internal structure, for instance). 
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Models are required to be composable, that is, the model of an entity described in terms of the models of its constituents 

must be accurately described by the composition of these component models. Composability may be expressed formally 

as follows: 

Examples of intrinsic structural and behavioural models for a robot are typically its geometric and kinematic models, 

respectively, while its components relational model can be regarded as extrinsic. For a knowledge-based system, 

intrinsic and extrinsic models would be the sentence and rule models, respectively. 

Representations 

A representation pis a concrete, symbolic structure that obeys a well-defined set of syntactic rules. The representation 

space Pis the set of all the representations that can be used to describe a system. 

A representation scheme a is a function from the modeling space to the representation space D s;;; M ~ P, which 

means that it derives a unique representation from a model (reciprocally, a representation such that the inverse relation 

o-1 is a single-valued function is said unambiguous). The set 1: of all schemes is therefore a relation between a subset 

of M and P, whose domain characterizes its descriptive power (in terms of the representations it yields). 

A representation is valid if it is a member of the range of a representation scheme, i.e: 

p e Pis valid<::::> 3J.1. e M,3a E 1: I p = a(Jl) 

Examples of invalid representations include those that are physically impossible (because not consistent with the laws 

of physics), or conceptually impossible (e.g. nonsensical semantic nets, etc.). Two representations are consistent if they 

can be derived from a same model, i.e.: 

PIE P,p2 e Pare consistent<=> 3J.1. E M,3at E 1:,3Uz E 1: I PI= ai(Jl),pz = Uz(Jl) 

Finally, a representation is manipulable if it allows for computation. In the following, we consider only valid, manipu-

lab le representations (since any other is of little interest indeed). Examples of consistent representations that are derived 

from a robot geometric model include the Constructive Solid Geometry and Boundary representations, among others. 

For a knowledge-based system, proposition and predicate representations are derived from the sentence model. 

Implementations 

An implementation is simply a particular instance of a given object or concept using one of its representations. Thus an 

implementation can be defined as a n-tuple (eo, Jl, a, A.-1, ... , A. N) E .Q x M x 1: x 9tN where N = lla(J.l. )11 is the number 

of parameters that characterizes the representation. 
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For instance, a particular implementation of a solid object using the Boundary representation could be a list of nume-

rical coordinates of vertices and edges, while that of a knowledge-base could be a list of facts and productions. 

1. 2 Conceptual Relations and Conceptual Networks 

Hypergraphs and hyperedges 

An hypergraph is a pair (V, E), where V= { v 1· ... , Vn} is a set of vertices, or nodes, and E = { e 1 • ... , er} is a set of 

hyperedges, i.e. arbitrary subsets e = { Ve,l, •.. , ve,N} of V, which satisfies the following conditions: 

'r/e E E,e "# 0 and Ue=V 
eeE 

Moreover, hyperedges are assumed to be reduced, that is: 

A directed hyperedge is defined by marking one of its vertices he, called the head, while the remaining vertices compose 

its body, the notation of which becomes e = {{ve,l>···· ve,N-!},he }. An hypergraph where all hyperedges are directed is 

called a directed hypergraph (strictly speaking, a directed simple hypergraph). 

Conceptual Relations 

A conceptual relation expresses how a concept applies to one or more entities of the world; formally, it is a function of 

two or more arguments whose range is a set of truth values, in the simplest case two-valued: ~:QN ~ {true,false}. 

As with any other entity, a relation may be defined by intension, such as the mathematical expression of a rule for 

computing its truth value, or by extension, such as a set of all combinations of arguments for which the relation holds. 

In the later case, a N-ary relation can therefore be written as a (N+1)-tup1e (x. ro0, ... , roN-l ), which expresses that the 

entity ~ is related to the N-1 entities m1 ... mN-1 by the concept X· Conceptual relations can be easily visualized using 

graphs whose nodes are the entities and whose edges denote their interconnection, as illustrated in Fig-1. The same 

figure also shows graphically how a single N-ary relation (x. ro0 , ... , roN-t) is different from the N-1 binary relations 

{ {x. ro0, wk ), k = 1. .. N-I}; the former specifies a conjunction, in which the entity ~ is simultaneously dependent on 

the N-1 entities W1···WN-1· whereas the latter specifies a disjunction, in which the relationships are independent. 

e ~~0~ e ~~0~ X~ • • • 
• 
• • • 

@ ~~0~ 
Fig-1: Conjunctive N-ary relation versus N-1 disjuntive binary relations. 

An N-ary relation is therefore equivalent to a pair ofhyperedges {({ ro1 , ... , roN_t},x).{{x}. ro0)}, as defined previously. 

The associated hypergraph constitutes the extension of the relation, that is, all N-tuples of entities for which the relation 
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holds are present in the graph and all those for which it doesn't are not. Here, the truth values refer merely to (our know-

ledge ot) the existence of the relation and not to its truthfullness (in terms of measure of belief). This definition of a 

conceptual relation also formalizes Eq-1 (in the introduction), where X is the process and OJj the pieces of information. 

Conceptual Networks 

We define a conceptual network CN as a finite, directed, connected bipartite hypergraph (D, E), where the nodes are the 

entities of the world and the hyperedges define conceptual relations on these entities, as explained above. If we consider 

only atomic concepts, then the target of these concepts is restricted to object nodes only and edges connect exclusively 

objects to concepts ( { tp1, ... , fi'N-.J.x) or concepts to objects ( {x}. fl'o). 

This abstract definition is general enough to represent any set of relations between discrete entities; it is therefore more 

general than the conceptual structures that were developed specifically to formalize the semantics of natural language [6] 

and offered, among other features, an exhaustive but biased classification of concepts (a type hierarchy). Since then, 

conceptual structures have been adopted as a convenient knowledge representation formalism in a great number of areas, 

notably knowledge-based and natural language processing systems, yielding an enormous dispersal of research, a 

comprehensive survey of which can be found in [7]. 

The conceptual network CN references all the entities of the world that are relevant to the problem domain and models 

all the relations which are known to exist between these entities, but no other. This follows directly from the standard 

"all-inclusive" requirement of intelligent systems - the so-called closed world assumption - that it is unfeasible to 

enumerate exhaustively all the possible states of the system (thus all possible relations) as actions or events occur. On 

the practical side, conceptual networks (and all kinds of semantic networks for that matter) can represent any knowledge 

and properties of a system, thus producing potentially very large and highly interconnected graphs, the manipulation of 

which yields combinatorial explosion. Thus, to be trully useful, conceptual networks should be specialized in the 

information they model, and the size of the problem domain should be small enough that it remains tractable. 

The assumption underlying this modeling approach is that although the world may be continuous, knowledge is 

discrete, and thus concepts and objects (and conceptual relations) can always be modeled as discrete units, or 

approximated by patterns of discrete units. 

Mapping Classic Knowledge Representations 

In this paragraph, we review some of the structured knowledge representations that have been found useful in building 

intelligent systems and show how they map into the conceptual network framework. In most cases, the mapping is 

only a matter of identifying objects and concepts, thus a set of conceptual relations itself. 

Semantic networks are basically labeled digraphs (i.e. graphs representing binary relations) that are used to describe the 

properties linking objects, concepts, situations, and actions. Thus, they translate directly into conceptual networks by 
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mapping labels into concept nodes. The example in Fig-2 below shows a possible semantic network and the equivalent 

conceptual network for a simple block-world situation. 

{ { B, C},support1 ),( { support1 }. A), 

{ { B,}, contact I), ( { contact1 },A), 

=> { { C,}, contact2 ), ( { contact2 }. A). 
{ { A,},contact3 ),( { contact3 }, B), 
{ {A,}, contact4 ), ( { contact4 }. c) 

Fig-2: Example of semantic network mapping. 

Frames, or schemas, represent knowledge as structured objects consisting of named slots with attached values. They are 

equivalent to association lists and map easily into conceptual networks by identifying slots as the concept nodes, as 

illustrated by the following example in Fig-3. 

{
{ ( { vl }. slot1 ). ( { slotl }. obj- A)}. } 

=> {( { vz, v3 }.slotz ).( { slot2 }. obj- A)} 

Fig-3: Example of frame mapping. 

Scripts map in a similar way, since they can be assimilated to frames with a particular semantics and purpose, that of 

providing a skeletal plan for achieving a task. Other miscellaneous representations such as pseudo-code (which is 

equivalent to a parse-tree), hierarchies (e.g. trees, or rooted graphs), tables and lists, and all other graph variants map of 

course easily into the hypergraph structure of the conceptual network. So do Petri nets, popular in process modeling, 

which are also bipartite graphs with states as the object nodes and transitions as the concept nodes. 

Then, lawwledge-based representations, which include "classic" production rules, meta-rules, and heuristics, are a par-

ticular case where object and concept nodes are indistinguishable, being all propositions. Thus, for instance, the standard 

rule of modus ponens ((p---+ q) A p)---+ q translates as a pair ofhyperedges {{{p---+ q,p},--+ ),({ --+},q)} . 

1. 3 Uncertainty Dependency Network 

System States and Conceptual Networks 

A system is defined by a set of objects and the concepts that relate them { cp1 , ... , (/)N"' •Xl•·· ·•XNx} which, as we have 

seen, can be mode led as a conceptual network, or hypergraph { v( (/)j ), E( (/Ji, X j}). A system state, or situation, is the set 

of all information that describe the status of the system at a particular instant, in terms of a given representation. Thus a 

state is a particular implementation of the conceptual network, given a representation p. 
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As actions and events occur, concepts and objects representations get updated (the attributes A. are modified) and 

conceptual relations are added and removed, yielding new states. (The transition from the previous state to the new is 

effectively done using a transient network that includes the action/event relations themselves.) 

Planning typically consists in finding an appropriate sequence of states that moves the system from an initial state s 1 to 

a goal state sa, and therefore a suite of operators (action concepts) that allow a transition between the states in that 

sequence. Such a sequence of states is naturally modelled as a finite, directed bipartite hypergraph as well. 

Uncertainty Dependency Network 

So far nothing has been said about which representation p is used in the conceptual network that describe a system state; 

this is precisely because the abstract property of the network allows to select any representation, usually according to its 

fitness to the problem being solved. In an uncertain world, the attributes that characterize objects and concepts are not 

known with a perfect accuracy, which means that we can associate to each of them a measure of belief that tells more or 

less how reliable the attribute values are. Then, the causal dependencies between these measures of belief are directly 

expressed by the conceptual relations that interconnect the entities of the world. 

Thus, we define the Uncertainty Dependency Network for a system state as an instance of the state conceptual network 

where the entities representation p is substituted with some uncertainty representation 'K. Its implementation is an 

instance of the system state where the attributes are substituted with measures of belief. 

Thus, a relation of the UDN is a (N+1)-tuple (z,f30 ,f31, ... ,f3N_I), which expresses that the measure of belief f3o is 

dependent on the N-1 measures of belief f3J ... f3N-l by a certain concept, the measure of belief of which is X· 

Uncertainty Representation and Manipulation 

Just as a state conceptual network is an abstract description of a system, the UDN is an abstract. description of the 

uncertainty within. In order to actually reason with uncertainty, however, we need to specify a representation 1r that 

allows for the interpretation and manipulation of the measures of belief. Uncertainty, like knowledge, is useless without 

a proper inference mechanism (it is a common drawback of semantic theories that they appear to give abstract syntax-

like structures without simultaneously specifying a logic to operate on them.) 

More specifically, the representation should allow for the explicit description- at the available level of detail- of the 

amount of evidence for or against any piece of information, and for the interpretation and comparison of measures of 

belief. It should also provide an inference mechanism that allows to combine, propagate, and summarize ·uncertainty 

across dependencies whenever evidential information is made available, without making assumptions about the proba-

bilistic nature of this evidence. Lastly, it should provide a control mechanism that is able to detect'if the information 

provided to the system is inconstent and provide some alternative ways to make it consistent [8]. To these basic 
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requirements can be added some extensions such as the ability to represent meta-information (e.g. the source of uncer

tainty), the ability to explain the support of conclusions, the traceability of uncertainty propagation, etc. In the 

following section, we provide a brief survey of existing representations. 

1. 4 Uncertainty Representations, Inference and Control 

Due to space limitations, we present here only a brief overview of the various existing approaches, more detailed 

surveys of which have been published elsewhere [9][10]. The approaches to uncertainty management can be loosely 

classified according to the quantitative or qualitative characterization of uncertain information; the former are essentially 

probabilistic schemes based on two-valued logic while the latter attempt to capture different aspects of uncertain infor

mation in a non-probabilistic fashion. 

Quantitative I Numerical Approaches 

Numerical approaches attempt to associate a quantitative measure of confidence (or belief) with the truth value of 

statements about the state or behaviour of a real world system (the objects and concepts of the conceptual network). 

When this is not possible, approximate reasoning techniques seek to determine a set of possibilities that are consistent 

with the available information or rather, because exhaustive enumeration is generally impractical, some properties of 

this set (the concept attributes) and constraints on the values of such properties. 

The constraints probabilistic reasoning seeks to indentify are the probability distributions of these attributes, condi

tional to the available evidence. Representations are based on set measures and inference use additive real functions 

defined over such sets. Probabilistic approaches cannot make categorical assertions about the actual state of the system 

but merely indicate that there is either an experimentally determined or believed tendency (the objectivist versus 

subjectivist interpretation) for the system to be in a particular state. Probabilistic inferences suffer from the stringent 

requirements of the Bayesian theory, so that probabilistic reasoning must either specify precise relationships between all 

interactive variables or make uniform independence assumptions throughout. The first choice is computationally 

infeasible (except in very small domains) whereas the second often yields erroneous conclusions (because unjustified). 

Because of this, other approaches have been developed that relax somewhat the Bayesian rule. Still single-valued are the 

modified Bayesian rule and the confinnation theory (certainty factors); more recent, interval-valued approaches include 

the Dempster-Shafer (belief) theory and, derived from it, evidential reasoning, as well as consistency and plausibility [8], 

and evidence space. 

Probabilistic networks are graphical models that offer a compromise between these two extremes by encoding inde

pendence when possible and dependence when necessary. A particularly interesting subclass of these, the Bayesian net

works [11], are precisely Uncertainty Dependency Networks that use the Bayesian representation and inference me

chanism. However, the strict requirements for variable independence make general Bayesians networks intractable, so 

that many efforts have been made to imrpove computational efficiency in the case of trees and small polytrees, as well 
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as directed acyclic graphs; other approaches include decomposition techniques and approximate methods, such as 

conditioning, clustering and (stochastic) simulations. 

The constraints possibilistic reasoning seeks to describe are the measures of similarity of these attributes, relatively to 

other sets of possibilities. Representations are based on mathematical distances and inference use bounds propagation 

based on some relations of transitivity, such as the T -norm and the generalized modus ponens - as provided by the fuzzy 

sets thery [12]). Possibilistic approaches, which are anchored on many-valued logics, do not measure any tendency for 

the system to be in ~ particular state but rather seek to find another, related state that is known to be valid. Possibilistic 

inferences make use of inferential chains which are much less restrictive than the probabilistic ones, thus yielding 

potentially better performance. However, because of its different characteristics, possibilistic reasoning doesn't replace 

but rather complement probabilistic reasoning, the former dealing with vagueness while the later handles uncertainty. 

Qualitative I Symbolic Approaches 

Qualitative approaches are designed to capture, in a purely symbolic way, the aspects of uncertainty derived from the 

incompleteness of and contradictions within the information, claimed to have a non-probabilistic nature. 

The reasoned assumption approach [13] is a variation of the default reasoning approach, which removes the uncertainty 

embedded in relations by listing exceptions and using assumptions (which can be retracted later if found to be incorrect) 

as default values when none are available. The approach is suitable to handle inadequate information but doesn't provide 

any representation of probabilistic uncertainty. 

The theory of endorsements [14] is a variation of non-monotonic logic, which records explicitly the justifications for a 

statement (using a Truth Maintenance System) and classifies them according to various characteristics, thus providing a 

mechanism for informed backtracking, as well as for explanation. However, inference is computationally costly, because 

the combination, propagation and ranking of endorsements must be explicitly specified. 

As we pointed out in the introduction, the principal feature of qualitative reasoning is abstraction. Uncertainty, on the 

other hand, is a matter of details. Thus, it is not surprising that qualitative approaches appear poorly adapted to the ma-
. . 

nagement of uncertainty. Also, qualitative simulation tends to focus on dynamics, so that reasoning about the spatial 

movements of shapes and their interactions, for instance, is actually very difficult [15]; still, the difficulties inherent in 

spatial reasoning are studied [ 16]. 

2. On Robot Motion Planning in the Presence of Uncertainty 

2. 1 Intelligent Robotic Systems and Uncertainty 

Intelligent Systems Architecture 
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The diagram in Fig-4 describes a generic architecture for intelligent (robotic) systems - adapted from the human peifor-

mance model [17], which presents a good framework for the analysis of cognitive behaviour. The classification divides 

behaviour, in a now classical manner, into three levels which we refer to as knowledge-based, method-based, and skill-

based. Depending on which layers are actually implemented and the way they are used, this architecture can describe 

either of primitive, advanced, and intelligent robots (1, 2 or 3 layers), subsumtion architecture (3 concurrent layers with 

priority), etc. The way a robot can handle uncertainty depends precisely at which level and in which way uncertain 

information is dealt with. 

Knowledge-based Planning and Uncertainty 

Knowledge-based planning allows for the explicit management of uncertainty, using the Uncertainty Dependency 

Network as described in the first section of the paper. Uncertainty is represented, calculated, and interpreted; its taking 

into account influences the planning process itself through the process of diversification, that is, the comparison of va-

rious alternative actions and the selection of the most promising one. An example of such knowledge-based motion 

planning is given in section 2.2. 

Knowledge-based management of uncertainty in robot motion planning is known as plan checking, and involves 

verifying the validity and executability of robot (assembly) plans generated by a task planner from a geometric database. 

Earlier approaches used symbolic representations of physical situations and the underlying uncertainties, and constraint-

programming techniques for the propagation and analysis of errors [18][19][20], but recent developments of plan-

checkers actually use probabilistic representations [21][22]. Skeletal plans are a hierarchical, iterative approach that cater 

for the need to refine plans (possibly increasing the representation granularity) until the solution is achieved [23]. 

Knowledge 

Deep/ 
Theories 

Shallow I 
Methods 

Intuitive 
I Skills 

Perception Decision Action 

r----------, r---------~, r----------, 
: Identification ~ Deci~ion ~ Planning : 
I I I Maki~ I I I .. ---- -t----... .. -----~ -~~-... .. ---- -r---- ... 
r----- ----, r------ ---, r----- ----, 
1 

Situation :___.; Situation(s) :----+ Tasks 
1 Recognition 1 1 I Task(s) 1 1 (Procedures) 1 .. _____ t ____ ... ~----z------~ .. _____ ! ____ ... 
r----- ----, r--- ------, r----- ----, 

I I I I I 

Sensors ~ Reflexes ----+ Effectors 
I I I I I I .. _____ + ____ ... .._r ________ ... .. __________ ... 

j ____________ Environment -----------~-
Fig-4: Performance model for intelligent (robotic) systems. 

Uncertainty 

Management 

Engineering 

Control 

Method-based Planning and Uncertainty 

The engineering approach consists in removing uncertainty from the task domain, that is, to define tasks in such a way 

as to avoid explicit represention of and reasoning with inherent uncertainty. This usually involves analysis and then re-

Winter 1997 Australian Journal of Intelligent Information Processing Systems 



95 

design of the representations and methods used. In computational geometry, for instance, uncertainty is typically 

engineered out by adding additional constraints to the problem. 

In the context of assembly, motion planning with uncertainty has been practically limited to the planning of fme 

motions, where precision matters [24][25][26]. Another related topic is the engineering of uncertainty . out of task 

planning via the analysis of goal reachability and goal recognizability, using backprojections [27] or more general 

motion strategies such as sensor-based gross motions, active compliant motions and simple pushing motions 

[28][29][30]. Grasp planning and part mating are the favorite applications of these strategies [31] . 

Skill-based Planning and Uncertainty 

The control approach to uncertainty actually ignores uncertainty altogether and exploits some aspect of the task domain 

(e.g. redundancy) to implicitly deal with uncertainty. Engineering is not necessary because the way tasks are defined 

makes them immune to uncertainty. 

In spatial reasoning for instance, the paradigm of approximation applied to complex shapes yields more convenient 

geometric models but restricts the solution space, at the same time making the problem of uncertainties irrelevant; such 

is the case for instance of most collision-avoidance planning problems [32]. Reactive planning approaches are usually 

conservative and therefore tolerant to the presence of noise and uncertainties; these include potential-like methods [33], 

fuzzy or neural controlled navigation and manipulation, and even simple, reflex actions. 

2. 2 An Example of Robotic Manipulation in the Presence of Uncertainty 

We summarize here the findings from previous work, some of it partially published [34 ][35], on the usage of a standard 

probabilistic approach to manage uncertainty in and improve the planning of robot manipulation tasks. 

Problem Domain and Representations 

The problem addressed here is the reliable planning of classic assembly manipulation tasks. In this example, the 

environment, shown in Fig-5 in its initial state, includes a Puma manipulator and a couple of parts; the task consists 

specifically in inserting the Peg-Object into the Assembled-Object. Objects of the world (including the manipulator's 

components) are modeled through their geometric properties, yielding a CSG representation and, derived from it, a repre

sentation of spatial positions (6-d.o.f. coordinates). The conceptual network for this sample environment is shown in 

Fig-6, where the Li denote concepts of rotoid link (articulation) and the Kj denote concepts of contact relation. 
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Fig-5: An example of manipulation environment. Fig-6: The associated conceptual network. 

Skill-based and Method-based Planning 

In this case, the skill-based planning approach consists in planning a direct insertion, as illustrated in Fig-8 below, 

while implicitly relying on potential passive compliance to ensure the correct execution of the planned motions. The 

improved method-based planning approach consists in selecting actions that make the best use of active compliance to 

explicitly improve the robustness of the planned motions with respect to the positional uncertainty of the manipulated 

objects. 

Knowledge-based Planning Using a Probabilistic Approach 

On the contrary, the knowledge-based planning approach uses an explicit representation of uncertainty to assert both the 

exactness of objects positions and the accuracy of the manipulation motions. The Uncertainty Dependency Network is 

modeled after the CN and, in this example, uses a 6-dimensional probability distribution n as measure of belief over the 

Cartesian coordinates that characterize the spatial positions. The necessary inference operations, which are performed 

using the standard Bayesian probabilistic theory, are uncertainty update, propagation, and fusion. 

Fig-7: Peg initial position #0. Fig-8: Peg insertion via a direct motion. 

Update occurs when the attribute value (positional parameter) of an object is changed, resulting in the recalculation of 

its associated uncertainty. Propagation determines the consequences of a change by updating uncertainty along all the 

relevant dependency relations in the UDN. Thus rotating the robot arm around its base, for instance, modifies only the 

parameters of Lo but causes the recalculation of the measures of belief for all subsequent links Li and components 
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Armi Fusion, on the other hand, is n~cessary to handle the possible inconsistency that result from the redundancy of 

uncertain information (appearing as cycles in the UDN, thus giving different ways to calculate the same data). Grasping 

the Peg-Object, for instance, introduces two contact relations between the peg and the fingers, namely 

FngrL --+ K1 --+ PegO and FngrR --+ Kz --+ PegO . 

Fig-9: Peg insertion via contact motion #1. Fig-10: Peg insertion via contact motion #2. 

The particularity of contact motions is precisely that they introduce redundant (contact) relations between manipulated 

objects. Pushing the peg against the other object for instance, as shown in Fig-9, introduces a face-contact relation that 

reduces the uncertainty along the axis of contact. By evaluating and then comparing the measures of belief associated to 

the direct insertion and the sequence of 3 contact motions (Fig-7,9,10,11), the planner is able to determine that the later 

is more reliable. Thus, the fusion operation can actually be seen as a tool for improving the measures of belief, and for 

decision making. 

L =Lx TI L xArm 
A 0 I~ i i 

Fig-11: Peg insertion via contact motion #3. Fig-12: A "simple" Uncertainty Dependency Network. 

The problems with this kind of approach are twofold. First, the strict conditions on the applicability of probabilistic 

theory (i.e. variable independence) are seldom enforced and, second, the graph topology often becomes too intricate, 

which causes the above calculations to be either meaningless or intractable. Indeed the Uncertainty Dependency Network 

can easily become very complex, as demonstrated already by the structure of the complete UDN in the "simple" 

situation above, shown in Fig-12. 

These problems, largely unsolved yet, are the reason why method-based and skill-based planning techniques - as descri-

bed above - are still fundamental for intelligent robotic systems to operate successfully in the real world. 
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2. 3 A Fuzzy-Neural Uncertainty Dependency Network 

Computational Effectiveness in Managing Uncertainty 

Although, as we have seen earlier, there exist a great variety of representations and inference structures for dealing with 

incompleteness and uncertainty, none of them has yet been found totally satisfactory. In addition to either of the 

theoretical or practical reasons advanced, the issue of computational effectiveness is absolutely crucial, especially if we 

are to develop robotic systems that can perform a broad range of intelligent tasks in real time. 

Standard propagation algorithms for general belief networks have proven to be NP-hard [36]. While the various 

extensions to the "classic" uncertainty representations and inference mechanisms augment their reasoning capability 

(e.g. with explanation facility), they also greatly increase their complexity and compromise performance. Thus time 

constraints may often preclude the usage of such sophisticated approximate reasoning techniques. Possibilistic reasoning 

do not exhibit the same complexity but suffer still from unsufficient performances, with the exception of translation

compilation approaches [37] and hardware solutions (e.g. fuzzy chips [38]). 

Because of their very structure, however, conceptual networks can benefit enormously from being implemented within a 

dedicated architecture that matches their topology, such as neural networks, whose computational power addresses 

precisely the performance issue, The difficulty there is to map conceptual graphs into the non-symbolic representations 

used by neural networks; the task is far from trivial, which probably accounts for the scarcity of works on the topic. 

Moreover, existing approaches focus on the representation of symbolic information [39] and general conceptual graphs 

[40] but do not address the problem of uncertainty, with the notable exception of the connectionist semantic memory 

approach [ 41]. 

A Fuzzy-Neural Network Approach 

We suggest that, because the Uncertainty Dependency Network is a particular conceptual network where the objects 

represented are- at least in robotics applications- numerically-valued, it can be effectively implemented using a neural 

network. In addition, since we contend that possibilistic approaches (and especially those, such as fuzzy set based 

models, that handle vagueness and similarity) are more suitable for real world applications in general and robotic 

systems in particular,jitzzy-neural networks appear as very good candidates for the representation and manipulation of 

uncertain information. 

Fuzzy-neural networks are a relatively recent development that combines two complementary technologies in potentially 

many ways [42], one of which [43] provides a mapping of fuzzy rules and encodes fuzzy logic inference (the generalized 

modus ponens) into a neural network in which the truth-value of the rules is embedded directly into the weights of its 

connections. Previous work within our research group [ 44] have extended this idea to cater to an entire rule base and 

remove the redundancies arising from the presence of identical antecedent clauses in multiple rules (a common occurence 

indeed). This hybrid connectionist approach provides an adequate architecture in which a processing element may be 
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assigned to each piece of information (the nodes of the UDN) and the important inferential connections between pieces 

of information (the hyperedges of the UDN) may be directly expressed by interconnections between the processing 

elements. Thus, we generalize the above fuzzy-neural system so as to provide a mapping of the Uncertainty Dependency 

Network, as follows. 

Recall that the UDN is composed of NMmeasures of belief /3;. i=l ... NM, and Nu relations described as (Nk+l)-tuples 

(xk ./38 ,{Jf , ... ,{J~k-d k=l ... Nu. each of which expresses that the measure of belief /38 is dependent on the Nk-1 

measures of belief {Jf , ... ,{J~k-I by a certain concept, the measure of belief of which is Xk. The neural network 

architecture that maps the UDN for one particular /3j dependent on Nj relations (i.e. {3 j = /38, k = 1. .. Nj) is presented 

in Fig-13. 

,..-------------. 
I I 
I I 

I 

I 

RC( /3;) I 

- - - - - - -J- - ' 

Fig-13: Neural network architecture for the UDN relative to one particular /3j. 

The input layer CK(/3;) is the dependency checking network for the (fuzzy) input variable {3;, which computes a 

measure of dissimilarity between the antecedent dependency and f3i· The intermediate layer cc(xk) is the dependency 

combination network for the (fuzzy) inference rule Jl!', which computes an overall measure of dissimilarity between the 

antecedent dependencies and the input variables. Finally, the output layer RC(fJj )is the relation combination network 

for the (fuzzy) output variable /3j. which computes the overall output, or measure of belief, for the result variable. The 

complete network is obtained by connecting all the /3j. in such a way that the CK(/3i) appear only once. 

This architecture doesn't suffer from the same drawbacks as the standard probabilistic theories, as mentioned before. 

Thus, fuzzy-neural networks constitute a very promising architecture for practical approximate reasoning, that offer 

many interesting features, some implicit (such as computational effectiveness and scalability), some· already well 

exploited (such as the training ability [ 45]), and some more yet to be explored. 

Conclusion 
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We have presented a generic framework for system modeling and the management of uncertainty in intelligent systems, 

termed the Uncertainty Dependency Network. A generalized conceptual network is a finite, directed, connected bipartite 

hypergraph which defines conceptual relations between objects and concepts, the representation of which is abstract. It 

has been shown that, due to its genericity, the conceptual network offers a mapping for all the classic knowledge repre-

sentations as well as for the system states. The UDN is defined as an instance of a system state where objects and 

concepts attributes are substituted with (abstract) measures of belief. Since uncertainty is inherent to any representation, 

this can be done without any loss of generality. Then, a suitable tool for the management of uncertainty can be simply 

obtained through the selection of an appropriate uncertainty representation, inference and control mechanisms, a brief 

review of which has been provided. Because the description of the UDN remains very abstract, a thorough study of 

various concrete implementations has to be undergone. Still, this formalism is abstract enough that the uncertainty 

representation can be choosen independently of the domain, although in practice one is likely of course to select the 

representation scheme that will give the best results. 

We have also introduced a general architecture for intelligent systems, layered into knowledge-based, method-based, and 

skill-based planning subsystems, which yields respectively the management, engineering and control approaches for 

handling uncertainty, various examples of which have been mentioned and referenced. We have then reported some prac-

tical experiments on the usage of the UDN with probabilistic uncertainty representation applied to the context of robotic 

manipulation for assembly tasks, hilighting the potentials as well as the flaws of the method. Lastly, we have 

suggested a fuzzy-neural implementation of the Uncertainty Dependency Network with possibilistic uncertainty repre-

sentation, that addresses specifically the issue of computational effectiveness, and looks definitely promising. 

Approximate reasoning applied to real world robotics is an emerging field that already complements practical uncertainty 

handling techniques, but a few fundamental problems remain to be solved before it can be used with real efficiency. 

Even then, because a model always abstracts the entity it describes, approximate reasoning should be seen as a 

complement to rather than a replacement for ad hoc engineering methods or skill-based techniques. 
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